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ABSTRACT
Modern houses and buildings are being equipped with em-
bedded wireless sensors and actuators, offering advanced au-
tomation possibilities. Embedded technology is becoming
mature, forming an enticing option for real-life deployments.
Still, embedded wireless computing does not constitute a
guaranteed reliable solution since transmission failures oc-
cur in the wireless medium while resource-constrained de-
vices have battery limitations and frequent failures. In this
paper, we examine the use of request queues as a mecha-
nism to manage the communication with embedded devices.
Located in a middleware application framework for smart
homes, request queues offer enhanced reliability and fault
tolerance, supporting multiple tenants simultaneously.
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1. INTRODUCTION
Modern buildings and smart homes tend to being equipped

with embedded sensors, actuators, smart power outlets and
smart meters. These resource-constrained devices communi-
cate mainly through low-power wireless transceivers, form-
ing wireless sensor networks (WSN) inside the home environ-
ment. Wireless technology is preferred because of its flexible,
plug and play approach that does not require modifications
such as extra wiring in existing building infrastructures.

Although wireless communications are becoming mature,
transmission failures are a common happening, especially in
indoor environments. These failures range from 1% in well-
defined topologies, to even 20% in ad hoc scenarios where
some embedded devices are mobile. Our observations indi-
cate that typical smart home deployments with static device
topologies experience around 5% transmission failures.

Obviously, these failures degrade the performance of in-
home operations, reducing the reliability of the system. Guar-
antees can not be made regarding requests satisfaction and
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high unpredictability is present. Nevertheless, transmission
failures may be masked in part, by using intermediate re-
quest queues, which may be used for better managing the
interactions with embedded devices.

Request queues are defined as first-in-first-out (FIFO)
queues, installed on middleware applications for smart homes
to handle requests coming from the home tenants, which tar-
get the embedded devices of the house. Each device is asso-
ciated with its own request queue, while the FIFO property
ensures fairness between tenants who concurrently invoke
services offered by some particular device.

In this paper, we examine the use of request queues as
a suitable data structure for enhancing the performance of
pervasive applications that target smart home and building
automation. The contribution of this work involves consid-
ering request queues for supporting multiple building resi-
dents, who may concurrently interact with their smart space
as well as to use the queues for masking in part transmission
failures, offering enhanced reliability and fault tolerance to
the home environment.

We need to note the difference between intermediate re-
quest queues and queues integrated on embedded devices.
While the latter case may support requests from multiple
home members, it would not provide any guarantees in case
transmission failures occur.

The rest of the paper is organized as follows: Section 2
describes the middleware application framework for smart
homes, which is designed to integrate a request queue mech-
anism. Then, Section 3 analyzes the behaviour and the gen-
eral functionality of the request queues while Section 4 in-
vestigates the potential benefits of using request queues in
order to enhance the performance of home operations. Fi-
nally, Section 5 presents related work and Section 6 discusses
future work and concludes the paper.

2. AN APPLICATION FRAMEWORK FOR
SMART HOMES

In this section, the general architecture of the application
framework for smart homes [7, 6] is described, including
request queues for managing the interaction with the build-
ing’s embedded devices. The application framework follows
a modular architecture and it is composed of three main
layers, as illustrated in Figure 1. These layers are: Device
Layer, which is responsible for the management and con-
trol of embedded devices; Control Layer, which is the cen-
tral processing unit of the system; and Presentation Layer,
which generates dynamically a representation of the avail-
able devices and their corresponding services to the Web.
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Figure 1: Application Framework Architecture.

Each time a new device is discovered, a new thread dedi-
cated to the device is created. From then on, this thread is
responsible for this particular device and it runs in its own
execution environment. Each thread keeps track of the static
and dynamic properties of the device it represents, such as
its health status (through aliveness checks) and a list of the
resources it offers, inside a Resource Registry. Thread pro-
gramming simplifies the management of embedded devices.

In order to support multi-user support, a Request Queue
is attached to each device, to enqueue concurrent requests to
it. Requests are stored in a FIFO manner and are transmit-
ted sequentially to the device. The time a request will stay
in the queue depends on the network load and the service
rate of the physical device, which depends on its technical
characteristics and its hop-distance from the framework.

The Driver module holds the technology-specific drivers
that are used to enable the interaction with embedded de-
vices. Upon reception of a response from the physical de-
vice through the Driver module, this response is forwarded
to the appropriate thread, in order to be further forwarded
to the Web client, who created the respective request. If a
response does not arrive in a predefined time interval, it is
retransmitted to the device in order to mask away possible
losses of messages in the unpredictable wireless medium. If
after a predefined number of retransmission attempts no re-
sponse is received, then the embedded device is considered
unavailable and it is removed from the system.

The Devices module is the ”official representative” of the
embedded devices to the upper layers of the application
framework. It holds a list of all available devices inside a
Device Registry. The Control Layer holds the Core mod-
ule, which runs in the background and maintains system’s
threads, initializes all the other modules and checks that
everything operates according to its specifications.

The Presentation Layer represents the access point to the
framework from the Web. A Web Server allows Web clients
to interact with their smart environment using any Web
browser. Tenants may interact with any resource through a
RESTful API, which is provided by a REST Engine. Rest-
let1 was used to implement the REST Engine, as it has very
stable performance in Java environments. REST [2] guaran-

1http://www.restlet.org/

tees interoperability and a smooth transition from the Web
to smart homes.

The framework is implemented in Java and can run on
virtually any device that has a Java Virtual Machine (JVM).
Hence, it could be integrated inside a router or even the
mains smart meter of a house.

3. ANALYZING THE BEHAVIOUR OF
REQUEST QUEUES

The application framework associates each home device
with a request queue, for supporting simultaneous family
members to send concurrently HTTP requests to them. The
queues are responsible for forwarding requests to the de-
vices sequentially, according to the request time of arrival.
As soon as a response arrives, the corresponding request is
removed and the next is forwarded to the head of the queue.

Incoming requests need to wait in the queue for their turn,
in order to be executed. Figure 2 shows a snapshot of the
request queue load, during a typical framework’s operation,
for three different scenarios of arrival rates λ, of requests
per second. These request rates can be considered high for
typical smart home scenarios with few inhabitants, however,
they are selected in order to stress test the system. As the
arrival rate of requests increases, the size of the queue is
increased as well. This size may be up to 4, when λ equals
1.5 and up to 7, when λ = 2. The waiting time at the queue
can be a significant source of delay, as depicted in Figure
3 for the case when λ = 1.5. Requests need to wait a few
seconds when the size of the queue is more than 2.

During the framework’s operation, in case some transmit-
ted request/response message is lost, the queue waits some
amount of time and then it retransmits the message. This
amount of time is crucial for the system’s performance, since
fast retransmissions would increase the service rate of the re-
quests. However, retransmissions that happen too early may
encounter the likely event that the original request message
had already been served, but the response has not arrived
back yet. Such premature timeouts could cause unneces-
sary additional loading that increases collisions in a loaded
system, thus leading to system inefficiencies.

Therefore, fine-tuning the request queue retransmission
interval is important for the framework’s operation. In the
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Figure 2: Load at the request queue of some sensor
device during its operation.

following subsections, the main focus is to analyze the queue
behaviour, and properly set the value of the retransmission
interval. From now on, we would refer to the request queue
retransmission interval parameter as α.
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Figure 3: Waiting times of the requests at the re-
quest queue of some sensor device for λ = 1.5.

3.1 Experimental Setup
We employed sensor motes to sense the environmental

conditions in a smart home scenario. We developed a WSN
consisting of Telosb sensor motes [10], equipped with tem-
perature, humidity and illumination sensors. We exposed
their sensing capabilities as RESTful Web services, trans-
forming these sensor devices into embedded Web servers.
Our implementation was based on Blip2, which is an imple-
mentation of the 6LoWPAN stack for TinyOS 2.x3. 6LoW-
PAN [8] is an adaption layer that allows efficient IPv6 com-
munication over the IEEE 802.15.44 standard.

We experimented with a small number of motes (2-4 motes)
in a star topology, with 5 meters distance from the base sta-
tion and from each other. A small number of sensor devices
was selected for testing the request queue mechanism in a
demanding case, measuring request/response times in differ-
ent workloads. Thus, the request queue of each mote would
be effectively loaded with consecutive requests.

In order to analyze the request queues, realistic traffic
from Web clients needs to be created. We developed an emu-
lated scenario including multiple virtual Web clients, who in-
teract with the sensor devices of the pervasive space through
the Web. We simulated the behavior of these clients by cre-
ating software agents who reside on the same computer as

2http://smote.cs.berkeley.edu:8000/tracenv/wiki/blip
3http://www.tinyos.net/
4http://www.ieee802.org/15/pub/TG4.html

our framework. Therefore, network delay is negligible. Us-
ing Restlet, we assigned a unique TCP socket to each agent.

The arrival rate of Web clients at the framework is mod-
eled by the exponential distribution. The exponential distri-
bution is preferred to simulate real-world applications that
deal with the occurrence of events, as for example the ar-
rival of telephone calls. The parameter λ denotes the arrival
rate of the clients. For example, when λ = 2, this means
that two clients arrive at the framework every second. The
operations of each agent include the random selection of a
sensor mote, as well as the random invocation of a RESTful
Web service offered by the device.

3.2 Searching for an Effective Request Queue
Retransmission Interval

The experimental setup for analyzing the queue behaviour
involved two sensor devices in a star topology, with 5 me-
ters distance from a sensor mote acting as the base station,
which was directly connected to the application framework,
performing translation between IP/IEEE802.15.4 packets.
A small number of devices was selected, as the aim was to
observe the queues when having considerable load.

The time-related metrics used in the analysis procedure
are listed as follows:

• Average Request-Response Time or Response Time.
The average amount of time needed from the creation
of a request by a Web client to the arrival of the re-
sponse, transmitted by a sensor device.

• Round Trip Time (RTT). The average amount of time
from the wireless transmission of a request until the
arrival of the response.

• Waiting Time. The amount of time a request waits at
the queue for its turn.

The average RTT of each sensor mote participating in
the experimental setup may be derived through sampling.
In the case of Telosb sensor motes in one-hop distance from
the framework, the average RTT time is 530 ms with a stan-
dard deviation around 70. Having this in mind, if α < RTT ,
numerous useless retransmissions would happen, deteriorat-
ing the overall system performance. This can be observed
in Figure 5. Hence, we only examine values of α ≥ RTT .

The first experiment studies the effect of transmission fail-
ures on the request queues, using λ = 1. By default, the
transmission failures in our deployment are around 5%, so
we emulated additional failures by manually dropping pack-
ets at the driver module. Figure 4 presents the response
times in relation to the retransmission interval α, consider-
ing different percentages of failed transmissions.

As transmission failures increase, response times are also
increased, but not at an alarming rate. In all scenarios of dif-
ferent percentages of message failures, α = 600 ms yields the
best response times. As the parameter α increases, response
times are increased as well. An important thing to notice
is that as the percentage of transmission failures increases,
the slopes of the graphs become larger. This fact denotes
that the request queue mechanism becomes more significant
when transmission failures exist in some pervasive scenario.

When α is less than 600 ms, the system does not oper-
ate correctly. As displayed in Figure 5, the percentage of
retransmission attempts, in relation to the total number of
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Figure 4: The effect of transmission failures on the
request queues.

client requests, grows exponentially as α decreases since the
queue incorrectly believes that the request messages keep
failing. In the special case when α = RTT , false retransmis-
sion attempts reach 18%. Continuous retransmissions cause
the sensor devices to malfunction, reduce their battery life-
time and increase the overall loading of the system.
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Figure 5: Retransmission attempts in low values of
the request queue retransmission interval.

The next experiment examines the retransmission interval
α in varied workload. In this and the next experiments, the
default case of 5% transmission failures is used. This is
realistic for typical smart home environments. The results
of this experiment are displayed in Figure 6.
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Figure 6: The effect of varied workload on the re-
quest queues.

Low traffic implies a small percentage of retransmissions.
Thus, the influence of the request queue in the overall sys-
tem performance is small. However, as the traffic increases,
the retransmission interval α becomes more important, es-
pecially when λ = 2. Also in this experiment, the most
appropriate value for α is 600 ms.

3.3 An Equation for Setting the Request Queue
Retransmission Interval

Considering that the average RTT time in the experimen-
tal setup is 530 ms with a standard deviation equal to 70,
we assert that the appropriate value of α equals the RTT
time plus its standard deviation value.

To examine whether this assumption is valid, we per-
formed a last experiment, investigating the influence of RTT
time on the request queue, as shown in Figure 7 for λ = 1.
To increase RTT time, we programmed the TinyOS appli-
cation which was installed on the sensor devices to wait an
extra delay before transmitting a response back to the frame-
work.
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Figure 7: The effect of round trip time on the re-
quest queue.

As the RTT delay increases, a good choice for the value of
α equals the RTT time plus the standard deviation. There-
fore, we recommend that the α value should be set according
to the following equation:

α = RTT + St. Deviation (1)

Of course, RTT times and standard deviation values are
learned from the device thread after observing the physical
device for some amount of time. Therefore, the best ap-
proach is to set initially α to a larger value, leaving a ”safe
margin”to avoid producing continuous retransmissions. Dur-
ing the device operation, the value of α may be fine-tuned
accordingly, by considering the observed RTT times.

4. POTENTIAL BENEFITS OF USING
REQUEST QUEUES

By using request queues at the application framework for
managing the communication with embedded devices, nu-
merous benefits can be obtained. We list and investigate
some of these benefits in the following subsections.

4.1 Multi-Client Support
By employing request queues, multiple tenants/workers

may interact simultaneously with their physical environ-
ment. Even though their requests could be delayed in in-
creased traffic conditions, it is guaranteed that they would
eventually be satisfied. The average response times in varied
workload are depicted in Figure 8, both for a single-hop and
a three-hop topology. The single-hop case involves 4 sensor
motes in a star topology while the three-hop case involves
a wireless 2-3-4 topology, querying only the 4 leaf nodes for
their services.

As the figure denotes, the multi-hop topology causes addi-
tional delays of around 200 ms to satisfy the requests. Heavy
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Figure 8: Average response times in different traffic
conditions.

workload increases response times by 18-20% in the single-
hop case and 14-17% in the multi-hop topology. This is
an indication that response times scale well as the traffic in-
creases. This fact suggests that hundreds of tenants/workers
may be supported with acceptable performance.

4.2 Avoiding Transmission Failures
As mentioned earlier, transmission failures are successfully

masked by means of the request queues. As soon as a failure
is ”suspected” by the queue (e.g. a lost request/response
message or a delayed response), the request is immediately
retransmitted to the device. Hence, the system becomes
more reliable with a small penalty on response times, due to
the retransmission attempts.
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Figure 9: Average response times in different per-
centages of transmission failures.

Figure 9 displays the response times in different percent-
ages of transmission failures. In light workload, transmis-
sion failures do not affect significantly the response times.
However, in heavy workloads, transmission failures cause the
response times to grow almost exponentially. Nonetheless,
even in the scenario of 30% of failures, all requests are even-
tually satisfied, in near double time than in the 0% case.

4.3 Avoiding Overloading the Request Queues
The stability condition of each request queue may be roughly

estimated by observing the arrival rate of incoming requests
λ. To achieve stability, it must be ensured that service time
is less than the inter-arrival time, i.e. RTT < 1

λ
. In our

earlier experiments (with RTT = 530 ms), this implies that
λc = 1.88 for each sensor device, i.e. the arrival rate λ must
be always smaller that λc to avoid overloading the queues.

In case λ exceeds the critical value λc, a ”harsh” strat-
egy would be to start dropping requests, e.g. last arriving
requests at the queue, or random requests already in the
queue, or even adopt other measures. Some other possible

measures include load balancing and support for prioritized
requests, however, we leave these measures for future work.

In theory, this may be generalized for n devices, assuming
that requests are distributed uniformly to them. In this
case, the total arrival rate λ may reach n · λc requests per
second. However, in practice, such large arrival rates cannot
be supported because of other factors affecting the system’s
behaviour such as the framework’s processing delay and the
transmission throughput of the sensor mote acting as the
proxy between the Web and the physical environment (base
station). This remains a matter of future research.

In a real-world setting, the stability condition might be
more appropriate to be averaged over a relatively large pe-
riod of time, e.g. every 30 minutes or some hours, to avoid
dropping requests in unexpected rush hours that last only
some minutes.

5. RELATED WORK
Various pervasive applications employed queues for han-

dling the management of requests and for providing QoS
guarantees regarding service execution.

A middleware using FIFO M/M/m queues to offer dy-
namic adaptation to applications including multiple users
and servers was presented in [1]. A certain level of QoS
could be maintained by adding redundant servers and by
performing bandwidth balancing between the servers.

The work in [11] considers a delay-tolerant mobile sensor
network (DFT-MSN) for pervasive information gathering. A
DFT-MSN is an occasionally connected network that may
suffer from frequent partitions. In this work, each sensor has
a data queue that contains data messages ready for trans-
mission when an opportunity appears. The proposed queue
management scheme takes into account fault tolerance and
signifies how important the messages are, to develop simple
and efficient data delivery schemes.

Concurrent event detection for consistency checking of
pervasive context in asynchronous environments is achieved
in [3], by using message queues for modeling the pervasive
application as a loosely-coupled message-passing system.

A scheduling algorithm to complete executing tasks within
predetermined time deadlines and constraints, when multi-
ple processors (e.g. Web servers) are available to execute
these tasks was described in [4]. The scheduler is modeled
as a global request queue that forwards requests to the lo-
cal waiting queue of each processor. Similarly, a middleware
service addressing the timely provisioning of mobile services
in critical pervasive environments was proposed in [9], con-
sidering client/server lifetimes, server current load and pe-
riodic service requests. Specifically, the scheduler service of
each mobile server manages FIFO request queues, which are
scheduled according to the classical Round Robin algorithm.

Finally, the work in [12] targets home environments, by
modeling all the tasks of the home network as a combination
of handling events. Priority management was achieved by
assigning priorities to the events while an event kernel han-
dled priorities using multi-level priority queues, prioritized
event dispatching threads and an event scheduler.

Our work differs from related work by harnessing inter-
mediate request queues, associating them with embedded
devices deployed inside smart homes. This queuing mecha-
nism provides reliability and multi-user support to pervasive
applications that operate inside the building environment.



6. CONCLUSION
Intermediate request queues are a promising mechanism

for enhancing pervasive applications with numerous benefits.
This paper examined request queues as a data structure for
handling the interactions with embedded devices in smart
homes. An analysis of their functionality was performed
and potential advantages were identified and discussed.

Generally, request queues become more useful in scenarios
with multiple, concurrent users and an increased percent-
age of transmission failures at the pervasive space. Request
queues can be considered as a dynamic, adaptive system
that handles failures in the embedded environment provid-
ing certain reliability.

The use of queues enables the detailed analysis of the sys-
tem by employing queuing theory. Queuing theory could
answer more complicated questions such as the mean num-
ber of tenants in the system or the mean waiting times. It
could also estimate the probability of the request queue to be
in a certain state. Nevertheless, we leave this more detailed
queuing analysis for future work.

Request queues may be also used in scenarios demanding
support of prioritized requests and serving of high traffic
through load balancing and device redundancy. This is a
promising research direction we intend to follow.

Future work would also investigate task scheduling, which
is an interesting benefit of using request queues not discussed
in this work. For example, task scheduling could include
performing the washing as soon as a tariff from the electric
utility becomes lower than its normal price, in a demand
response program from the smart grid [5]. Request queues
could handle reliably this task by assigning a high priority to
the embedded actuator that controls the washing machine
(e.g. a smart power outlet), when the energy price is low.

Finally, in this paper, a device-centric approach was con-
sidered for request queues, i.e., every embedded device was
associated with an intermediate queue. In the future, a
service-centric technique will also be examined, in which a
request queue would be implemented for identical services
offered by various physical devices. Services could be fur-
ther categorized in room-level or even floor-level in some
smart home/building application. Through this approach,
we expect that request satisfaction will become more effec-
tive, since the most reliable devices that provide the lowest
response times would be selected. Moreover, caching mech-
anisms would operate better since service-specific cache hits
are expected to be increased.

To sum up, it is well-known that pervasive environments
are unpredictable and unstable. Intermediate request queues
have the potential to enhance these environments with more
reliability and better control.
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